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Abstract

In this paper we proposerast Data RelayFDR) mechanism and
the supporting compiler techniques to enhance iegi€S§GRA Our
results onFDR-basedCGRAare compared with two other works in
this field: ADRES and RCP. Experimental results fearious
multimedia applications show that FDR combined wdthrouting
based resource conflict solver enables us to delipeto 29% and
21% higher performance than ADRES and RCP, resabgti

1. Introduction and Motivation

A Coarse-Grained Reconfigurable Architectur@CGRA can
potentially provide higher performance for video darsignal-
processing applications than fine-graineeld-Programmable Gate

FDR-CGRA adopts the tile-based design philosopike, that of
existing commercial FPGAs, for design scalabiliBonsidering that
memory banks have limited bandwidth, we restrict tonly the
shadowed PEs can access memory banks with loaglisdructions.

To exploit more instruction level parallelism, i idesirable to
exchange data for operations on noncritical patitisowt intervening
with critical computation. Fast Data Relay is sachechanism. It is
capable of routing data from one PE to another utipie cycles in
parallel with computation by utilizing the bypaggimegisters and
companion channels. It is an enhancement over ADRRSInt-to-
point computation. The philosophy of concurrent patation and
communication was exploited in the RAW microprooces$3].
However, instead of using switches that can roata dynamically,

Arrays (FPGAs). Two interesting CGRAs are ADRES and RCP.FDR-CGRA uses wire-based channels, because it ipplication-

ADRES exploits a point-to-point communication megsan and
resolves resource conflict at compile time usingdoio scheduling
[1]. RCP proposes an architecture with ring-shageses and
connection boxes for concurrent computation andnsomcation [2].
We enhance the existing CGRA by proposindrast Data Relay
(FDR) mechanism to enable concurrent multi-cycle comigation
betweenProcessing Element®Eg with high efficiency. FDR can
provide a fast data link between PEs so that (tpraer-to-corner
transmission in a tile can be finished in two cgcl€2) data
communication can be done as a background operatitimout
disturbing computation; and (3) source operands leare multiple
copies in different PEs so that a dependent PHiedra local copy in
its vicinity. In the following sections, we call gh proposed
architectureFDR-CGRA To enable FDRwe introduce bypassing
registers for PEs and propose the use of horizoata vertical
companion channels for the communication withinle To utilize
FDR efficiently, we also propose two compiler teicues inspired by
circuit design automation to map kernel code ontGR®: (1)
Decouple operation scheduling into two phases: egoleent and
routing. Placement puts operations on critical patlose to one
another, while routing finds single-hop communigatipaths for
critical operations and multi-hop communicationhzator noncritical
operations through FDR. (2) Instead of resolvingotgce conflict
during modulo scheduling, our resource constraimes modeled as
routing constraints and resolved explicitly durimgiting. This could
avoid the underutilized wind-up and wind-down plsage modulo
scheduling for certain applications.

Our tools are also parameterizable to allow frtlrchitecture
design exploration. In the following sections, wdl ¥irst present the
architectural support for FDR and then introduceitirg-based
compiler support for the efficient use of FDR. Theperimental
results will be discussed at last.

2. Architecture Overview

As with existing reconfigurable computing platfer surveyed in
[7], we assume that a host CPU initializes the &ecomputation on
our FDR-CGRA and is in charge of system-level datafvia DMA.
Thus FDR-CGRA can focus on accelerating time-comsgrkernels.
Figure 1 provides a conceptual illustration of tiverall FDR-CGRA
system. In FDR-CGRA, the basic computation uniesRES(Section
3.1) organized in tiles, and a wire-based commtioicalayer
(Section 3.2) glues PEs together.

specific accelerator. Thus, communication withittila is faster in
FDR-CGRA than in RAW. The detailed analysis canftwend in
Section 3.2.
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Figure 1: FDR-CGRA system overview
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3. Hardware Support

At the hardware level, both the PE design andcttramunication
mechanism need to be modified to enable FDR.
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Figure 2: (a) Architectural support for Fast DataRelay at the PE level,
(b) Companion channels and Fast Data Relay

3.1 Processing Element and Bypassing Registers

As shown in Fig. 2(a), each PE has a dedicatedputation data
path (left) and a communication bypassing pathhfyighat can be
used for FDR. This dedication is essential to ematinultaneous
computation and communication. The ALU is driventtaditional
assembly code and its functionality can be conédudynamically



through theContext SRAMCS. The CS stores both the function
specification of the ALU and the communication imfation that
provides cycle-by-cycle reconfiguration of chanrefsong PEs. The
communication information includes control bits fdhe input
multiplexers (1,2,B) on the top of the PE and outpultiplexers at
the bottom (3,4).

Another key feature of the enhanced PE isBlipassing Register
File (BR): in addition to the normdlocal Register Fil€LR), which is
used to store intermediate data, PE is enhanceédchyding the BR,
through which multi-cycle data communication candoee. The BR
can store and hold the intermediate routing datd s fetched by
downstream PEs. These BRs provide more programitesiility
over the point-to-point communication used in ADRE®wever, at
the same time the BR poses some difficulty for compiler. This
will be discussed in Section 4.2.

3.2 Wire-Based Companion Channels

In FDR-CGRA, inter-tile communication is simplgrbugh direct
connections between PEs on the tile boundarieshawn in Fig. 1,
while intra-tile communication is implemented witbompanion
channels (Fig. 2(b)). Each PE is associated witto t82-bit
companion channels: vertical and horizontal. Theiced (horizontal)
channel is used to send scalar data from the sételéo any PE in
the same column (row). Note that vertical/horizbmtaannels span
only across the PEs within the same tile for sdhtybreasons.
Initialized by the sender PE, scalar data can Ipegited onto either
horizontal or vertical channel through the outputltiplexer. At the
second half of the same cycle, the receiver PEfeth the scalar
data from its corresponding input multiplexer. Tdoatrol bits of the
output multiplexer and input multiplexer are detered at compile
time and stored in the Context SRAM.

Multi-cycle communication in processor array wgieneered in
RAW [3]. However, in contrast to the full-blown 8pgline-stage
MIPS processor used in RAW, each PE in our architecis a
lightweight, simple processor consisting of thrépefine stages -
decode, execute, and write-back - with the goahafelerating the
program kernel. We also assume that data dependenagsembly
code can be determined at compile time, whichue tn general for
kernel code in video and signal-processing apptinat Thus
resource-demanding dynamic switches, used in RAW Network-
on-Chip, can be avoided in our design, resultingainvire-based,
simple communication mesh. This simplification addlows PE and
communication infrastructure to be implemented wih small
footprint. ADRES [1] assumed that, in a single lfagsingle cycle), a
signal can travel across 5 PEs. RCP assumed tkaham can travel
across 3 PEs, because of the complexity of its sbanslike
Connection Boxdesign [2]. Given the simplicity of our architexy
we assume that one hop of data transmission ceel @aross 4 PEs.
As a result, our wire-based companion channelsleralzorner-to-
corner transmission in a 4x4-tiled FDR architectioréinish (but not
necessarily) in 2 cycles (PE(PE12- PE15) as shown in Fig 2(b). In
contrast, RAW needs 6 hops to go from corner to@o}3] because it
uses sophisticated MIPS processors. Because FDRAC{SRan
application-specific accelerator, in our experimaéntesults we
compare it only with two representative works ifstfield: ADRES
and RCP.

All PEs on the multi-cycle communication path exdbe sender PE

routing. Whether to keep the scalar data in linkiPigs’ BR as a
volatile copy or as a nonvolatile copy is decidetha routing stage.

4. Supporting Compiler Techniques

The operation mapping problem is formulated asve the
Directed Acyclic Graph(DAG) representing the data dependency
among operations in the kernel code, find a vatileduling and
mapping of all operations on th®uting region so that all data
dependency is satisfied and no resource conflicst®xwhere the
routing region is constructed as shown in Fig. 3thy following
steps: (1) Line up all PEs (Fig. 3(a)) in the twoensional
computation grid along theaxis. The PEs on the grid are marked as
PE(x,y) wherex is the PE’s ID ang/ means thidE is at schedule
stepy. (2) Duplicate the PE row as many times as theirmim
feasible (regardless of the detailed routing cotiges scheduling
steps along the time axis,. (3) Add edges betwagmearby PE rows
to reflect the connectivity among PEs accordingh® connectivity
specification. Figure 3(b) shows a sample routegjan consisting of
4 PEs. Figure 3(c) is a DAG representing data dégery among
operations. (1) Solid edges represent single-cgela dependency,
and (2) the dashed edge represents multi-cyclendiepey, which
may require FDR. Our operation mapping consistgwaf phases:
placement ftonteng and routing lfackendl. The placement phase
only suggests a trial operation mapping onto siotghe routing
region and leaves the detailed resource confligblpms to be
resolved later in the routing phase to get a finapping of operations
to routing region as shown in Figure 3(d).
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Figure 3: (a) A 2x2 PE array, (b) the routing regim, (c) a DAG, (d)
the mapping and routing solution, (e) constraint mdel

In contrast to the modulo scheduling used inrtlesh-like CGRA
compilers [1][2][4], our approach could achieve fpamance
saturation by removing théteration Interval (Il) constraints [1].
Although modulo scheduling is commonly used to ropte loops
with arbitrary large number of iterations, the penfiance could suffer
from the un-saturation of operations during the dsipp and wind-

Read Port] 3.

are calledinking PEs During the multi-cycle FDR, the source scalar gown phases. This problem is particularly severeafeompact loop

data will be transmitted to a receiver PE througkihg PEs. Along
the transmission, all linking PEs on the routinghpaill have a local
copy of the origin data. These local copies careitleer discarded
immediately after fetched by the first dependen¢rapon {/olatile

Copy) or kept for future referencé&lonvolatile Copy. Later on, if an
operation on another PE has dependency on thisyat@a, instead
of getting it from the origin PE, it could possilfind a local copy in
its vicinity from a linking PE. This can effectiyetietour traffic from
the origin PE to some non-congested linking PEs. &&lké those
linking PEs that provide local copiedentical start pointsin the

body with small number of iterations. Unfortunatelynany

applications demonstrate this property becauseéhefpopularity of

partitioning large kernels into small pieces fotadbcalization. Our
two-phase procedure can virtually remove the Il st@ints by

unrolling the whole loop and explicitly resolvingsource conflicts
during the backend data routing stage. Considetiag) the routing

algorithm in circuit design can typically handleniueds of thousands
of instances, this dedicated routing phase enalse® work on the
fully unrolled kerneloops.



4.1 Placement frontend

Since the placement frontend only suggests kojpieration mapping
and leaves the detailed resource conflict problentee resolved later
in the backend routing stage, virtually any schiedualgorithm can
be used in the frontend stage, including moduledating. We find
from experiment that even the simple and fiastschedulingcan give
a fairly good initial placement. We need to point that: although the
detailed resource conflict will be resolved in ban# routing stage,
the frontend still tries to avoid creating diffitiels for routing. The
placer is based on a list scheduling algorithm ety operation
criticality so that critical operations will be pled on PEs that are
directly linked with companion channels and nomait operations
will be placed on PEs without direct links.

4.2 Routing backend

All the resources, including channels and registets, are assigned
capacities. The channels and register ports indolve FDR are
associated with a cost, which is dynamically calted during the
iterative routing procedure to reflect the quality the current
solution. The global routing algorithm [5] iteragly improves the
quality of the solution by detouring the routeghe congested area to
less congested areas in the routing region untdcaeptable solution
is achieved. After introducing the constraint modeé will discuss
some specific techniques important to FBRing the routing.

Resource constraintdVe apply channel capacities on vertical and

horizontal companion channels and apply an uppendoon the
number of total simultaneous accesses to the BR ifil PEs to reflect
the bandwidth constraint of a physical registee fRR2W). Each
segment of a communication link is modeled as a fiosction of
three parts (Fig. 3(e)): read port, channel, anitevport. The cost is
proportional to the congestion on this communicatink. Whenever
a channel (port) is used, the capacity of the célrfport) will
decrease and the cost of using the link will inseeaccordingly.

Conflict solver: Rip-up and reroute come in place to resolve

congestion whenever resource conflict exists. Givam initial
congested solution, rip-up and reroute will perfotine following
steps: (1) Pick a routed path, usually a path taat afford extra
latency without degrading overall performance; ripyup (or break)
the path by deallocating all the resources (i.eanoels and ports)
taken by this path except the source PE and théndgsn PE; (3)
based on the existing congestion information of rilxgting region,
find an uncongested detour and reroute the patlesd&tsteps are
iterated for other paths until the congestion isielated. The reroute
is guided by a cost function. Rip-up and reroutepstwhen no
improvement can be achieved. Fig 3(d) is a routesigt; circles
represent operations, rectangles represent PEsljdaline means a
companion channel is used for communication betweEs, and a
dashed arrow means that the PE has a data depgndenitself.
Considering the dependency-3 in the DAG in Fig. 3(c), 2 is
mapped onto PE1 and 8 is mapped onto PE3. We meedtse data
from PE1l to PE3 in two cycles. Two possible pathgste
PE1- PE3- PE3 or PEL PE1-PE3. If the conflict solver cannot
resolve the resource conflict on the first pathwiit then rip-up that
path and use the alternative one.

Using non-volatile copyDuring the routing, linking BR could be
(but not necessarily) used ddentical start point for routing
thereafter. This is equivalent to having multipistances of a value at
different locations in the routing region; thus ttieance to find an
uncongested path from nearby PEs greatly increAséke beginning
of a routing iteration, all storages in BR are agoled. If a path is
ripped up, then all BRs used in this path are nedd. If no
congestion exists in the last iteration, we keépg@dlar data that are
actually used as identical start points stored RsBas nonvolatile
copies, and all other scalar data in BRs are teatevolatile copies.

Schedule step relaxationf conflict solverand using non-volatile

copy cannot resolve all the congestiorsghedule step relaxation
(SSR will be invoked to insert extr&cheduling Stepsito the most

congested regions. By interleaving rip-up and res@ndSSR an un-
congested feasible solution is guaranteed.

5. Experimental Results

Several programs are extracted from open souppdications as
benchmarks, including idct, interpolation, SAD16rfr xvid 1.1.3 and
various get_block functions from JM7.5b. These G/@enchmark
programs are first preprocessed witbw Level Virtual Machine
(LLVM) [6]. The compiled kernel code is processed by M.Nor
constant propagation and loop unrolling. Our openatmapping
algorithm takes the asm code produced by LLVM aadgoms the
placement and routing to map operations onto FDREGTo
preserve data dependency, we implemented a pavséntdrface
between the virtual instructions and our algoritirhe validation of
our approach is done by analyzing the dumped eicectrace.

Table 1: 4-tile configuration results

Arch A |Large Cfg.: 4 tiles, each tile has 4x4PEs
ren- Pp- [‘ops cycles Avg. IPC  Perf. Gain
ADRES idct_row(8x8) - - 277 E
FDR-CGRA idct_row(8x8) 857 24 35.7 29%
ADRES idct_col(8x8) - - 33.0 -
FDR-CGRA idct_col(8x8) 1185 33 359 9%
FDR-CGRA interpolate8x8_avg4_c 1193 40 29.8 -
FDR-CGRA interpolate8x8_halfpel_hv_c 1295 38 34.1 -
FDR-CGRA sad16_c(16x16) 3441 108 325 -
Table 2: Single-tile configuration results
[ Small Cfg.: 1 tile, 4x4PEs each tile
Arch. App- [ ops cycles Avg. IPC  Perf. Gain
RCP idct(row+col) - - 92 -
FDR-CGRA idct(row+col) 2042 184 111 21%
FDR-CGRA interpolate8x8_avg4_c 1193 136 8.8 -
FDR-CGRA interpolate8x8_halfpel_hv_c 1295 135 9.6 -
FDR-CGRA sad16_c(16x16) 3441 339 10.2 -
ADRES get_blocks (64 PEs) - - 29.9(64 PEs)
FDR-CGRA get_block(H) 340 38 8.9 -
FDR-CGRA get_block(V) 206 37 8.0 -
FDR-CGRA get_block(V+H) 899 93 97 -
FDR-CGRA get_block(H+V) 900 95 9.5 -
FDR-CGRA Adjusted Avg. (4 tiles) - 36.1(4 tiles) 21%

As can be seen in Tables 1 and 2, our approduievas average
Instructions-Per-Cycle(IPC) of 35.7 and 35.9 for idct_row and
idct_col, respectively, on a 4-tile 4x4 FDR-CGRAytmerforming
8x8-FU ADRES architecture reported in [1] by 29%daf8%
respectively. Our result of IDCT scheduled on anile 4x4 FDR-
GCRA outperforms the 16-issue RCP’s IPC value 2ft§. 21%. The
average IPC for “get_block” functions for H.264 ansingle tile is
about 9, and on 4 tiles it is more than 36, whihlso better than the
“in-house” optimized results (avg. IPC = 29.9) &).[

References

[1] B. Mei et al, “Design methodology for a tightly wued

VLIW/reconfigurable matrix architecture: a casedstll in Proceedings

of DATE,p. 21224. 2004

O. Colavin, et al., “A scalable wide-issue clusteréLIW with a

reconfigurable interconnect,” iProceedings of CASE®p. 148-158.

2003.

M. B. Taylor et al., “Evaluation of the RAW micragressor: an

exposed-wire-delay architecture for ILP and streaimsProceedings of

ISCA pp. 2-13 2004.

G. Dimitroulakos, et al., “Design space exploratioh an optimized

compiler approach for a generic reconfigurable yaaechitecture,”J.

Supercomputingvol. 40, issue 2, pp. 127-157, 2007.

S. Sait, et alVLSI Physical Design Automation: Theory and Pragtic

Hackensack, NJ: World Scientific Publishing, 1999.

C. Lattner, “Introduction to the LLVM Compiler Irdstructure,”

presented at the 2006 Itanium Conference and Egsm Jose,

California, April 2006.

[71 T. J. Todman, et al.,, “Reconfigurable computingchitectures and
design methods[EE Proc. Comp. Digit. TechMar. 2005.

[8] B. Mei et al.,, “Mapping an H.264/AVC decoder ontoet ADRES
reconfigurable architecture,” Proceedings of FPLpp. 622-625, 2005

(2]

(3]

(4]

5]
(6]



